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OmpSs Example: Vivado HLS

void matrix multiply(float a[BS][BS], float b[BS][BS],float c[BS][BS])
{
#pragma HLS inline
int const FACTOR = BS/2;
#pragma HLS array partition variable=a block factor=FACTOR dim=2
#pragma HLS array partition variable=b block factor=FACTOR dim=1
// matrix multiplication of a A*B matrix
for (int ia = 0; ia < BS; ++ia)
for (int ib = 0; ib < BS; ++ib) {
#pragma HLS PIPELINE II=1
float sum = 0;
for (int id = 0; id < BS; ++id)
sum += a[ia] [id] * b[id] [ib];
c[ia] [ib] += sum;
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Overall Overview*

One body of code:
Many hardware outcomes

The same hardware is used for each iteration of
the loop:
* Small area
* Long latency

Low throuahput

loop: for (i=3;>=03-) {
if (==0){
acc+=x"c{0);
shift_reg(0}=x;
}else {
shift_regiij=shift_reg[i-1}
- acc+=shift_regfi]*c[i];

Before we get into details, let’s look
under the hood ....

}
Different hardware is !sed for each iteration of the

loop:
* Higher area
* Short latency
Better throuahput

Different iterations are executed concurrently:
* Higher area
* Short latency
Best throughput

* Some information and pictures are extracted from the Xilinx University Program Vivado HLS Presentations
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Loop Unrolling

void foo_top (.) {

Md for (i=3;i>=0;i--) { N
b = a[i] + b; Unrolled

}

clk ELELIB_@_
Opton1 &J (2) W °

Option2 (EJ)(2 ) )]

Unrolled loops are likely to result in more hardware Option 3 2) Unrolled loops allow
P 2
resources and higher area (_1=Jj greater option &
) exploration

(€ Option 1: one iteration

per cycle
(( '(t)ptl(t)'n 2: severall _ ({ Be careful with the needed resources

ierations per cycie In .

. "
sequential (€ Memory conflicts!!

(€ #pragma HLS unroll skip_exit_check

( { ion 3:
Option 3: several factor=UNROLL FACTOR

iterations per cycle in
parallel
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Pipelining

({ Several instances of the hardware can operate in pipeline

(€ Initiation Interval: Number of cycles before you can start a
new instance of the hardware

Without Pipelining

—

Throughput =3 cycles %

With Pipelining

Loop:for(i=1;i<3;i++) {
op_Read;
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Latency = 3 cycles

Loop Latency =6 cycles
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Pipelining: Resources vs Parallelism

(€ Looking for pipeline
. With few resources (Left)
({ Looking for some parallelism and pipeline:

« Full unroll of the inner-most loop. Resources needed and
throughput of loop L1 (Middle)

(€ Looking for high parallelism
« Full unroll of L1 and L2. Too much resources!!! (Right)

void foo(in1[][ ], in2[] 1. ...) { void foo(in1[][ ], in2[][]. ...) { void foo(in1[][ ], in2[]( ], ...) {
#pragma HLS PIPELINE

L1:for(i=1;i<N;i++) {
L2:for(j=0;j<M;j++) {
#pragma HLS PIPELINE
outfiJfi] =in1[i]] + in2[(];
}

}
}

L1:for(i=1;i<N;i++) {
#pragma HLS PIPELINE
L2:for(j=0;j<M;j++) {
out(iJfi] =in1[i]] + in2[(J;
}

| ladder, 3 accesses

Ei:ior(i=1;i<N;i++) {
L2:for(j=0;j<M;j++) {
out[i]fj] = in1[i]] + in2[I[]:
}
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Unrolls L2
M adders, 3M accesses

Unrolls L1 and L2
N*M adders, 3(N*M) accesses
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Pipelining: Initiation Interval Limitations

(€ constant Bounds help...

. Example: comparison due non known limit...

void foo_top (a,b,c,d) {

while (a 1= b) {
if (a>b)
a—wb

UL

Comparison cannot occur

before the subtraction

= >
@ ==
€«>

=1

(€ Memory Accesses can have conflicts

« Arra Partition can help

(A) Pipeline with 11=1

LML

{Wﬁ e | WR )
[

—> RD | CMP | WR |
=1
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void foo{m[2]...) {

op_Read_m[0]; R0}
op_Read_m[1]: RD

op_Compute; cMp
op_Write:

;

(B) Pipeline with 11=2

[ rD RD CMP [ WR |
€———>(_R0 [ RD

| awP [ WR |

=2



Exploring Data Conflicts: Array Synthesis

(€ Memory is synthesized (usually) to a BRAM by default

zoid foo top(int x, ...) A[N]
o — | Sinhesis 2
Li:for(i=0;i<N;i++)
A[i+x] = A[i] +i;
}

(€ Memory Accesses can have conflicts
« Arra Partition can help

void foo_top (...) { 7 Or i i
;':)r(i=2;I<N;i++) “‘ m L
mem[i] = mem[i-1] +mem[i-2]; RD RD + WR RD WR RD WR
}
}
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Evenwith a dual-port RAM, we cannot
perform allreads and writes in one cycle
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Array Partition

(€ Memory Accesses can have conflicts

« Arra Partition can help
. #pragma HLS ARRAY_PARTITION variable=name dim=X type factor=FACTOR

array1[N]
0 Y N —

Multiple memories allows
greater parallel access
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Divided into blocks:
N-1/factor elements

L

Divided into blocks:
1 word at a time
(like “dealing cards")

b 1

Individual elements:
Break a RAM into
registers (no “factor”

supported)

10



Array Partitioning: Array Dimensions

my_array[10][6][4]

o

dimension (optional): 1 A A A
Dimension 1 M|

I—'—l

Dimension 2
Dimension 3

Dimension 0
(All dimensions)

my_array_0[10][6]
my_array_1[10][6]
my_array_2[10][6]
my_array_3[10][6]

my_array[10][6][4] & partition dimension 3 &

my_array[10][6][4] & partition dimension 1 i

my_array[10][6][4] & partition dimension 0 & 10x6x4 = 240 individual registers
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my_array_0[6][4]
my_array 1[6][4]
my_array_2[6][(4]
my_array 3([6][4]
my_array 4[6][4]
my_array 5[6][4]
my_array_6[6][(4]
my_array_7[6][(4]
my_array 8[6][4]
my_array_9[6][4]
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